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INTRODUCTION

The transport layer provides a  process-to-process
communication between two application layers.
Communication is provided using a logical connection, which
means that the two Transport layers assume that there Is an
Imaginary direct connection through which they can send and
receive messages.

The transport layer Is located between the network layer and
the application layer. The transport layer is responsible for
providing services to the application layer; it receives services
from the network layer.



Logical connection at the transport layer
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Process-to-Process Communication

* The first duty of a transport-layer protocol is to provide process-
to-process communication. A process is an application-layer
entity (running program) that uses the services of the transport
layer.

* A network-layer protocol can deliver the message only to the
destination computer. However, this is an incomplete delivery.
The message still needs to be handed to the correct process.
This is where a transport-layer protocol takes over. A transport-
layer protocol is responsible for delivery of the message to the
appropriate process.
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Addressing: Port Numbers

A process on the local host, called a client, needs services from a process

usually on the remote host, called a server.

The local host and the remote host are defined using IP addresses

To define the processes, we need second identifiers, called port numbers.
In the TCP/IP protocol suite, the port numbers are integers between 0 and
65,535 (16 bits).

ICANN has divided the port numbers into three ranges:

* Well-known ports. The ports ranging from 0 to 1,023 are assigned and
controlled by ICANN. These are the well-known ports.

» Registered ports. The ports ranging from 1,024 to 49,151 are not assigned
or controlled by ICANN. They can only be registered with ICANN to
prevent duplication.

* Dynamic ports. The ports ranging from 49,152 to 65,535 are neither

controlled nor registered. They can be used as temporary or private port
numbers
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ICANN ranges

Well-known Registered Dynamic or private

0 ' 1,023 ‘v 49,152 l, 65,535
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| |

|

' 1,024 49,151

The client program defines itself with a port number, called the ephemeral
port number.

The server process must also define itself with a port number. This port
number, however, cannot be chosen randomly. TCP/IP has decided to use
universal port numbers for servers; these are called well-known port
numbers(for standardardized Client-server applications)



IP addresses versus port numbers
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In UNIX, the well-known ports are stored In a file called
letc/services. We can use the grep utility to extract the line
corresponding to the desired application.

$grep tftp/etc/services
tftp 69/tcp
tftp 69/udp

SNMP (see Chapter 9) uses two port numbers (161 and
162), each for a different purpose.

$grep  snmp/etc/services
snmp161/tcp#Simple Net Mgmt Proto

snmp161/udp#Simple Net Mgmt Proto
snmptrapl162/udp#Traps for SNMP




Socket address

IP address Port number
200.23.56.8 69
200.23.56.8 69

Socket address

* To use services in the Internet, we need a pair of socket addresses: the
client socket address and the server socket address at each end, to make a
connection.

 The combination of an IP address and a port number is called a socket
address



Encapsulation and decapsulation

Encapsulation happens at the sender site. The transport layer receives the data and
adds the transport-layer header(i.e. port address, and other information). The packets
at the transport layers in the Internet are called user datagrams, segments, or
packets, depending on what transport-layer protocol we use.

Decapsulation happens at the receiver site. When the message arrives at the
destination transport layer, the header is dropped and the transport layer delivers the
message to the process running at the application layer. The sender socket address is
passed to the process in case it needs to respond to the message received.
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Multiplexing and demultiplexing

Whenever an entity accepts items from more than one source, this is
referred to as multiplexing (many to one); whenever an entity delivers
items to more than one source, this is referred to as demultiplexing
(one to many).

The transport layer at the source performs multiplexing; the transport
layer at the destination performs demultiplexing.

The transport layer at the client site accepts three messages from the
three processes and creates three packets. It acts as a multiplexer.
When they arrive at the server, the transport layer does the job of a
demultiplexer and distributes the messages to two different processes.
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Flow Control

* In communication at the transport layer, we are dealing with four entities:
sender process, sender transport layer, receiver transport layer, and
receiver process.

* The sending process at the application layer is only a producer. It produces
message chunks and pushes them to the transport layer. The sending
transport layer has a double role: it is both a consumer and a producer. It
consumes the messages pushed by the producer. It encapsulates the
messages in packets and pushes them to the receiving transport layer.

* The receiving transport layer also has a double role, it is the consumer for
the packets received from the sender and the producer that decapsulates
the messages and delivers them to the application layer. The last delivery,
however, is normally a pulling delivery; the transport layer waits until the
application-layer process asks for messages.
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Flow control at the transport layer
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Buffers

Although flow control can be implemented in several ways, one of the
solutions is normally to use two buffers: one at the sending transport
layer and the other at the receiving transport layer.

A buffer is a set of memory locations that can hold packets at the sender
and receiver.

When the buffer of the sending transport layer is full, it informs the
application layer to stop passing chunks of messages; when there are
some vacancies, it informs the application layer that it can pass message
chunks again.

When the buffer of the receiving transport layer is full, it informs the
sending transport layer to stop sending packets. When there are some
vacancies, it informs the sending transport layer that it can send packets
again.



Error Control

* In the Internet, since the underlying network layer (IP) is unreliable, we
need to make the transport layer reliable if the application requires
reliability.

« Reliability can be achieved to add error control services to the transport
layer. Error control at the transport layer is responsible for:

1. Detecting and discarding corrupted packets.

2. Keeping track of lost and discarded packets and resending them.
3. Recognizing duplicate packets and discarding them.

4. Buffering out-of-order packets until the missing packets arrive.

SEQUENCE NUMBER
« To perform error control, the packets are numbered. We can add a field to
the transport-layer packet to hold the sequence number of the packet.
Packets are numbered sequentially. If the header of the packet allows m bits
for the sequence number, the sequence numbers range from 0 to 2™ - 1.



ACKNOWLEDGMENT NUMBER

* We can use both positive and negative signals as error control

* The receiver side can send an acknowledgment (ACK) for each of a
collection of packets that have arrived safe and sound. The receiver can
simply discard the corrupted packets.

TIMERS

* The sender can detect lost packets if it uses a timer.
* When a packet is sent, the sender starts a timer. If an ACK does not arrive
before the timer expires, the sender resends the packet.

Duplicate packets can be silently discarded by the receiver. Out-of-order
packets can be either discarded (to be treated as lost packets by the sender),
or stored until the missing ones arrives.



Error control at the transport layer
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COMBINATION OF FLOW AND ERROR CONTROL

Flow control requires the use of two buffers, one at the sender site and the
other at the receiver site.

Error control requires the use of sequence and acknowledgment numbers by
both sides.

These two requirements can be combined if we use two numbered buffers,
one at the sender, one at the receiver.

At the sender, when a packet is prepared to be sent, we use the number of
the next free location, x, in the buffer as the sequence number of the packet.
When the packet is sent, a copy is stored at memory location x, awaiting the
acknowledgment from the other end. When an acknowledgment related to a
sent packet arrives, the packet is purged and the memory location becomes
free.

At the receiver, when a packet with sequence number y arrives, it is stored at
the memory location y until the application layer is ready to receive it. An
acknowledgment can be sent to announce the arrival of packet y.



SLIDING WINDOW

Since the sequence numbers used modulo 2™, a circle can represent the
sequence numbers from 0 to 2™ - 1

The buffer is represented as a set of slices, called the sliding window, that
occupies part of the circle at any time.

At the sender site, when a packet is sent, the corresponding slice is marked.
When all the slices are marked, it means that the buffer is full and no
further messages can be accepted from the application layer.

When an acknowledgment arrives, the corresponding slice is unmarked.

If some consecutive slices from the beginning of the window are unmarked,
the window slides over the range of the corresponding sequence numbers to
allow more free slices at the end of the window.

Most protocols show the sliding window using linear representation.
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Sliding window in linear format
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Congestion Control

An important issue in a packet-switched network, such as the Internet, is
congestion.

Congestion in a network may occur if the load on the network—the number
of packets sent to the network—is greater than the capacity of the network—
the number of packets a network can handle.

Congestion control refers to the mechanisms and techniques that control the
congestion and keep the load below the capacity.

Congestion at the transport layer is actually the result of congestion at the
network layer, which manifests itself at the transport layer

TCP, assuming that there is no congestion control at the network layer,
implements its own congestion control mechanism



Connectionless and Connection-Oriented Services

« A transport-layer protocol, like a network-layer protocol, can
provide two types of services: connectionless and connection-
oriented.

« At the transport layer, we are not concerned about the physical
paths of packets (we assume a logical connection between two
transport layers).

« Connectionless service at the transport layer means
independency between packets; connection-oriented means
dependency.



CONNECTIONLESS SERVICE

In a connectionless service, the source process (application program)
needs to divide its message into chunks of data of the size acceptable
by the transport layer and deliver them to the transport layer one by
one.

The transport layer treats each chunk as a single unit without any
relation between the chunks. When a chunk arrives from the
application layer, the transport layer encapsulates it in a packet and
sends it.

Problems such as lost packets, out of order delivery exists in such
mechanism.

We can say that no flow control, error control, or congestion control
can be effectively implemented in a connectionless service.

A well known real time protocol used for Connectionless service is
UDP.
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CONNECTION-ORIENTED SERVICE

In a connection-oriented service, the client and the server first
need to establish a logical connection between themselves.

The data exchange can only happen after the connection
establishment.

One completed the data exchange the connection is closed

We can implement flow control, error control, and congestion
control in a connection oriented protocol.

A well known real time protocol used for Connection oriented
service is TCP.



Connection-oriented service
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FINITE STATE MACHINE

* The behavior of a transport-layer protocol, both when it provides a
connectionless and when it provides a connection-oriented protocol, can
be better shown as a finite state machine (FSM).

* In a connectionless service mechanism, there is only one state i.e. both
ends are always in the established state.

* In a connection oriented mechanism, there are totally six states:
» Open-wait-|
» Open-wait-ll
» Established
» Close-wait-I
» Close-wait-ll
» Closed
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Simplex Protocol

Used in Noiseless channels

Simple connectionless protocol with neither flow nor error control

The transport layer at the sender gets a message from its application layer,
makes a packet out of it, and sends the packet.

The transport layer at the receiver receives a packet from its network layer,
extracts the message from the packet, and delivers the message to its
application layer.

No acknowledgement and no sequence number.

Each FSM has only one state, the ready state.
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Simplex protocol
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Stop and Wait protocol

It is a connection-oriented protocol

Uses both flow and error control

Both the sender and the receiver use a sliding window of size 1.

The sender sends one packet at a time and waits for an acknowledgment
before sending the next one.

To detect corrupted packets, we need to add a checksum to each data
packet, if checksum not correct the packet is discarded.

Every time the sender sends a packet, it starts a timer. If an
acknowledgment arrives before the timer expires, the timer is stopped
and the sender sends the next packet (if it has one to send).

If the timer expires, the sender resends the previous packet, assuming
that the packet was either lost or corrupted. This means that the sender
needs to keep a copy of the packet until its acknowledgment arrives.



To prevent duplicate packets, the protocol uses sequence numbers and
acknowledgment Numbers

The sender is initially in the ready state, but it can move between the
ready and blocking state.

The receiver is always in the ready state
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Flow diagram of stop and wait
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FSM for the Stop-and-Wait protocol
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Shortfalls of Stop and Wait Protocol:

* The Stop-and-Wait protocol is very inefficient if our channel is thick
and long.

« By thick, we mean that our channel has a large bandwidth (high data
rate); by long, we mean the round-trip delay is long.

* The product of these two is called the bandwidth-delay product.

Pipelining:

* In networking and in other areas, a task is often begun before the
previous task has ended. This is known as pipelining.

* There is no pipelining in the Stop-and-Wait protocol because a sender
must wait for a packet to reach the destination and be acknowledged
before the next packet can be sent.



Go-Back-N protocol

To improve the efficiency of transmission, multiple packets must be in
transition while the sender is waiting for acknowledgment. i.e. using
the concept of pipelining.

A simple protocol that can achieve this goal is called Go-Back-N (GBN)
The key to Go-back-N is that we can send several packets before
receiving acknowledgments, but the receiver can only buffer one
packet.

We keep a copy of the sent packets until the acknowledgments arrive.
The sequence numbers are modulo 2™, where ‘m’ is the size of the
sequence number field in bits.

An acknowledgment number in this protocol is cumulative and defines
the sequence number of the next packet expected



Go-Back-N protocol
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Send window for Go-Back-N

 The maximum size of the senders window is 2™ - 1.
* The sender needs to wait to find out if the packets sent have been
received or were lost. We call these outstanding packets.
 Three variables are defined:
* 5S¢ (send window, the first outstanding packet),
« S, (send window, the next packet to be sent), and

* S.,. (send window, size)=2™M - 1.
First Next
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cee i 6 7OV ]2]3[4[5[6] 730 eee
Sent, Outstanding Can be sent Cannot be
acknowledged, (sent, but not when accepted accepted
and purged acknowledged) from process | [rom process
) S.ie = Send window size




Sliding the send window
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Receive window for Go-Back-N

The receive window makes sure that the correct data packets are received
and that the correct acknowledgments are sent. In Go-back-N, the size of the
receive window is always 1.

Only one variable: R, (receive window, next packet expected).

Only a packet with a sequence number matching the value of R is accepted
and acknowledged

When a correct packet is received, the window slides, R, = (R, + 1) modulo 2™
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Flow diagram for unreliability in senders site
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FSMs for the Go-Back-

N protocol

All arithmetic equations

Request from process came.
are in modulo 2™,

Make a packet (seqNo = S})).
Store a copy and send the packet.

\

Time-out.

Start the timer if it 1s not running.
Sp=8,+1.

Time-out.

Window full
(Sp =St * Ssize)?

Resend all outstanding
packets.

Restart the timer.

Y

Resend all outstanding

“

Blocking

error-free ACK with ackNo or equal S¢ and less than S, arrived.

ket [true]
packets. . [false]
Restart the timer.
Start
A corrupted ACK or an i Error free ACK with ackNo greater than
)

A corrupted ACK or an
error-free ACK with ackNo

outside window arrived.

Discard it.

o

Slide window (S = ackNo).
If ackNo equals S,,, stop the timer.
If ackNo < S, restart the timer.

less than Sg or greater than or
equal S, arrived.

Discard it.

/

Receiver

/N ote:

All arithmetic equations
are in modulo 2™,

Discard packet.

o

Corrupted packet arrived. Start_} Ready

Error-free packet with
seqNo = R, arrived.

Deliver message.
Slide window (R, =R, + 1).
Send ACK (ackNo = Ry)).

Error-free packet
with seqNo # R, arrived.

Discard packet.
Send an ACK (ackNo = R,).

/




Send window size for Go-Back-N

Sender Receiver
| |
Sf S I |
Sender Receiver Start i o Packet 0 Ry
| | 1o | - —r—p =1
S¢Sy | @ (olif2[3]o! -0253;0:
Start R, | TARE “EIaERE
. |: acket 0 :'__ _ I Al |
@ _:| |:02F3: 0123-0-. : Packet | : e
| ACK1 |~ =i U, :? ;0;1 310!
et i It
IS 2y i ) Gl kes |
| TACKe | e i —— Y BIY
-.: Packet 2 :.-T-T-- | ACK3
o123 i —— :_0_1_1_1.2. O[I[o[3] 0) | =kt 1\
R0 | L —
@ 0[1]2[3: :M}: Correctly | pa ACKD
- - - - acket ()
Time-out; : RC.Sent : discarded @ 0]1 29: im--* ilgé%rtlggl:f&)&
restart A4 . v Time-out: \ 4 . Y delivered as
Time Time restart Time + Time new data
a. Send window of size < 2™ b. Send window of size = 2™

Cumulative acknowledgments can help if acknowledgments are delayed
or lost



Shortfalls of Go-Back-N Protocol:

* There is no need to buffer out-of-order packets; they are simply
discarded. However, this protocol is inefficient if the underlying network
protocol loses a lot of packets.

« Each time a single packet is lost or corrupted, the sender resends all
outstanding packets, even though some of these packets may have been
received safe and sound but out of order.

 If the network layer is losing many packets because of congestion in the
network, the resending of all of these outstanding packets makes the
congestion worse, and eventually more packets are lost. This has an
avalanche effect that may result in the total collapse of the network.



Selective Repeat protocol

The Go-Back-N protocol simplifies the process at the receiver. The
recelver keeps track of only one variable, and there Is no need to
buffer out-of-order packets; they are simply discarded.

Another protocol, called the Selective-Repeat (SR) protocol, has
been devised, which, as the name implies, resends only selective
packets, those that are actually lost.



Outline of Selective-Repeat

Packet ACK
seqNo 5 E checksum ackNo n checksum
Sender Receiver
Application Application
[ — e—|
Transport Transport
. .

Logical channels

|:| Sent, but not acknowledged _
@ Timer

|:| Acknowledged out of order I:l Packet received out of order

First ) Next S R, Next

n

outstanding 3 to send l to receive

Send window Receive window



Send window for Selective-Repeat protocol

e The maximum size of the send & receive window is 2m-1,

First outstanding Sy S, Next to send

v v

: _1_3_ ! _1_4_ Ji_ 15_ 0 7 - 8 - ' _ ? _ ' _1_0_ ! _1_1_ _1_2_ : Outstanding packet,

not acknowledged
Packets already | Outstanding packets, | Packets that can Packets that Packet acknowledged
acknowledged | some acknowledged be sent cannot be sent out of order
< »r< > <
Syipe =271

< >




Receive window for Selective-Repeat protocol

* The Selective-Repeat protocol allows as many packets as the size of
the receive window to arrive out of order and be kept until there is a
set of consecutive packets to be delivered to the application layer.

Packet already

received

R, Receive window,
‘L next packet expected

3 4150607 18]9110

Packets that can be received
and stored for later delivery;
shaded boxes, already received

Packet that
cannot be received

>

R — 21‘[1—1

s1Ze

<

Packet received
out of order



« Selective-Repeat uses one timer for each outstanding packet.
* GBN treats outstanding packets as a group; SR treats them individually.
* In the Selective-Repeat protocol, an acknowledgment number defines

the sequence number of the error-free packet received.



Flow diagram for selective repeat

Events:

Req: Request from process
pArr: Packet arrival
aArr: ACK arrival Sender Receiver

T-Out: time-out Transport Transport
layer layer

R Initial

of1]2]3]4i51617.
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1
1
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1
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Req _ - - S I Pack 1 R,
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| R 10} Y I E EN EAT A
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S¢ S, 1 ACK L 1 | =
- —— —, aArr ! ! » Data delivered
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FSMs for SR protocol

Sender
o . Request came from process.
— Make a packet (seqNo = S)).
Resend all St d send th ket
outstanding packets Ore a copy and send the packet. Window foll
in window. Start the timer for this packet. S :mS "J‘:’S .
Reset the timer. S = B e L Gn 75t " Ssize)” Time-out.
> Resend all
[true] outstanding packets
[false] in window.

Start

1

A corrupted ACK or
an ACK about a non-
outstanding packet
arrived.

Discard it.

JPTaes [false]

[true] ?
Window slides‘?ﬂ .

- 4= An error-free ACK arrived that
acknowledges one of the outstanding
packets.

Mark the corresponding packet.

If ackNo = Sy, slide the window over
all consecutive acknowledged packets.
If there are outstanding packets,
restart the timer. Otherwise, stop the
timer.

Reset the timer.

A corrupted ACK or
an ACK about a non-
outstanding packet
arrived.

Discard it.

Note:
All arithmetic equations
are in modulo 2™,

/

Receiver

/

\

Error-free packet with seqNo Note:
inside window arrived. All arithmetic equations
If duplicate, discard; otherwise, are in modulo 2™

store the packet.

Send an ACK with ackNo = seqNo.
If seqNo =Ry, deliver the packet and
all consecutive previously arrived
and stored packets to application,
and slide window.

Corrupted packet arrived.

Error-free packet with seqNo

Discard the packet.

-

outside window boundaries arrived.

Start Discard the packet.
Send an ACK with ackNo =R,.

/




Selective-Repeat, window size

Sender Receiver

W
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Packet ( E R,
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Packet | L
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ACK 1
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oy Correctly
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restart

Time-out;
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a. Send and receive windows
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_ @ _ 0]12] 300, % accepted anscfi
Time-out; ! ' ===»  stored as
restart Y Y new data

b. Send and receive windows
of size >2m-!



The four protocols we discussed earlier In this section are all
unidirectional: data packets flow In only one direction and
acknowledgments travel In the other direction. In real life, data
packets are normally flowing in both directions: from client to server
and from server to client. This means that acknowledgments also need
to flow in both directions. A technique called piggybacking is used to
Improve the efficiency of the bidirectional protocols.



Design of piggybacking in Go-Back-N

ackNo

Client Server
:_ Packet

Application

Application

seqNo 4L checksum

Eé—l—»l:—---c—

«—f— [ e+« [

Logical channels

S¢ First S, Next R, Next
l outstanding l to send l to receive
Client send window Server receive window

Windows for communication from client to server

R, Next S¢ First S, Next
l to receive l outstanding l to send
[ B N :__-_: :::‘: o o0 ® 00 :___-___ -—__-_-; ® @& 0
Client receive window Server send window

Windows for communication from server to client
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3.1 INTRODUCTION

3.2 TRANSPORT-LAYER PROTOCOLS

» Simple Protocol

» Stop-and-Wait Protocol

» Go-Back-N Protocol (GBN)
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» Bidirectional Protocols: Piggybacking
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> TRANSMISSION CONTROL PROTOCOL (TCP)



Internet Transport-Layer Protocols

Application
layer

Transport
layer

Network
layer

Data-link
layer
Physical
layer

SMTP FTP TELNET DNS SNMP DHCP
SCTP TCP UDP
IGMP ICMP
IP
ARP
Underlying LAN or WAN |

technology |

Position of transport-layer protocols in the TCP/IP

protocol suite



- Some well-known ports used with UDP and TCP

Protocol

Description

Echo

Echoes back a received datagram

Discard

Discards any datagram that 1s received

Users

Active users

Daytime

Returns the date and the time

Quote

Returns a quote of the day

Chargen

Returns a string of characters

FTP

File Transfer Protocol

TELNET

Terminal Network

SMTP

Simple Mail Transfer Protocol

DNS

Domain Name Service

DHCP

Ll |||l ||| <2

Dynamic Host Configuration Protocol

TFTP

Trivial File Transfer Protocol

HTTP

Hypertext Transfer Protocol

111

RPC

Remote Procedure Call

123

NTP

Network Time Protocol

161, 162

SNMP

L |2 || <

Simple Network Management Protocol




USER DATAGRAM PROTOCOL (UDP)

« The User Datagram Protocol (UDP) Is a
connectionless, unreliable transport protocol.

* |t does not add anything to the services of IP
except for providing process-to-process
Instead of host-to-host communication.

« UDP 1Is a very simple protocol using a
minimum of overhead.




UDP packets, called user datagrams, have a fixed size header of 8
bytes made of four fields, each of 2 bytes (16 bits). the format of a
user datagram. The first two fields define the source and destination

port numbers. The third field defines the total length of the u
datagram, header plus data. The 16 bits can define a total length oi

to 65,535 bytes.




